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Variance-reduced Gradient Estimation via Noise-Reuse in Online Evolution Strategies
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Unrolled computation graphs
θ ∈ ℝd

st+1 = ft+1(st, θ)
→ → → → →

Per-step loss:
Dynamical system:
Learnable parameter:

Lt(st)
Objective: min

θ
L([θ]×T) := 1

T

T

∑
t=1

Lt(st)

• Recurrent neural networks 
• Meta-training learned optimizers 

Problem Setup

• Dataset distillation 
• Policy learning in RL

Q: How best to compute gradients to optimize ?L([θ]×T)

Loss properties
• Losses with extreme 

local sensitivity

• non-differentiable losses

e.g., Model-free RL

e.g.,  is the zero-one lossL{ black box losses

discontinuous losses

(when loss.backward() doesn’t work)

Evolution Strategies (FullES)
FullES smoothing objective:

min
θ

𝔼ϵ∼𝒩(0,σ2Id×d) L([θ + ϵ]×T)
∇θ 𝔼ϵ∼𝒩(0,σ2Id×d) L([θ + ϵ]×T) = 𝔼ϵ∼𝒩(0,σ2Id×d)

1
2σ2 [L([θ+ϵ]×T) − L([θ−ϵ]×T)] ϵ FullES gradient estimator: 

1
2σ2 [L([θ+ϵ]×T) − L([θ−ϵ]×T)] ϵ

Online Evolutionary Strategies

g := 1
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T

∑
t=1

(L+
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t )ϵ
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NRESWorker
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 divides K τ

No need to 
accumulate

Accumulate
d noise 

=

ξ =

Sample
ϵ1

SampleReuse
ϵ1 ϵ2

Sample Reuse
ϵ ϵ

Reuse
ϵ

:= 1
2σ2W (∑ (L+

t − L−
t ))∑ ϵi

over time  in 
current window.

t over all   
sampled so far.

ϵi

g

1 sample /  unrollsW

Oscar Li, James Harrison, Jascha Sohl-Dickstein, Virginia Smith, Luke Metz

Applications:

Q: Which  to choose for GPES ?K K

Theorem 5: Analytical characterization of the 
total variance of GPES  for all . 
Corollary 8: GPES  provably has the lowest 
total variance among all GPES  estimators.

K K
K=T

K

Noise-Reuse Evolution Strategies

NRES vs. FullES
• The same smoothing objective 

• Variance comparison:

Experiments
Learning chaotic dynamical system

Meta-training learned optimizer

Mujoco policy learning (RL)

Persistent Evolutionary Strategies                   

Generalized PES

θ = (ln(r), ln(a))

(Vicol et al, 2021)

ϵ ∼ 𝒩(0, σ2Id×d), where

1 update /  unrollsT
(ours)

min
θ

𝔼ϵi
iid∼ 𝒩(0,σ2Id×d) L([θ + ϵ1]×W, …, [θ + ϵT/W]×W)

PES smoothing objective:

1 sample /  unrollsKGPES smoothing objective:

min
θ

𝔼ϵi
iid∼ 𝒩(0,σ2Id×d)L([θ + ϵ1]×K, …, [θ + ϵ⌈T/K⌉]×r(T,K))

(ours)

:= 1
2σ2W (∑ (L+

t − L−
t )) ϵg

over time  in 
current window.

t the  sampled at 
the beginning of 
this episode.

ϵ

• NRES is  times more parallelizable than 
FullES.

T/W

Variance characterization

1 sample /  unrollsT

K = cW

xt+1 = xt + a(yt − xt)dt
yt+1 = yt + [xt ⋅ (r − zt) − yt]dt
zt+1 = zt + [xt ⋅ yt − 8/3 ⋅ zt]dt

Ls
t (st) := (zt − zgt

t )2

: learned optimizerθ : the inner model’s parameters and momentum statisticsst

st = (xt, yt, zt) ∈ ℝ3

: the learned model’s validation loss.Lt(st)

: parameter of a policy networkθ : the mujoco environment state.st
: negative per-step rewardLt(st)

Code:

Email: oscarli@cmu.edu

Theorem 9: Under 
reasonable 
assumptions and the 
same compute budget, 
NRES has lower 
variance than FullES.

Come here to learn about 
a new online gradient estimator  
for unrolled computation graphs!
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Online Evolution Strategies Training Protocol
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